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Abstract

Large vision-language models (LVLMs) have
been rapidly developed and widely used in var-
ious fields, but the (potential) stereotypical bias
in the model is largely unexplored. In this study,
we present a pioneering measurement frame-
work, ModSCAN, to SCAN the stereotypical bias
within LVLMs from both vision and language
Modalities. ModSCAN examines stereotypical
biases with respect to two typical stereotyp-
ical attributes (gender and race) across three
kinds of scenarios: occupations, descriptors,
and persona traits. Our findings suggest that 1)
the currently popular LVLMs show significant
stereotype biases, with CogVLM emerging as
the most biased model; 2) these stereotypical
biases may stem from the inherent biases in
the training dataset and pre-trained models;
3) the utilization of specific prompt prefixes
(from both vision and language modalities) per-
forms well in reducing stereotypical biases. We
believe our work can serve as the foundation
for understanding and addressing stereotypical
bias in LVLMs.

Disclaimer: This paper contains potentially un-
safe information. Reader discretion is advised.

1 Introduction

Recently, Large Language Models (LLMs) have
shown impressive comprehension and reasoning
capabilities, as well as the ability to generate out-
put that conforms to human instructions, such as
those in the GPT (Brown et al., 2020; Oppenlaen-
der, 2022) and LLaMA (Touvron et al., 2023) fam-
ilies. Based on this ability, many works, such as
GPT-4V (Oppenlaender, 2022), LLaVA-v1.5 (Liu
et al., 2023a), and MiniGPT-v2 (Chen et al., 2023),
have introduced visual understanding to LLMs. By
adding a vision encoder and then fine-tuning with
multi-modal instruction-following data, these pre-
vious works have demonstrated that large vision-
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Figure Al: Potential scenarios that LVLMs generate
information containing stereotypical bias. Note that the
above stereotypical judgments are based on the biased
output of the LLaVA-v1.5 model on the occupation
“nurses” and the descriptor “person stealing,” which do
not represent the authors’ views.

language models (LVLMs) are capable of follow-
ing human instruction to complete both textual
and visual tasks, such as image captioning, visual
question answering, and cross-modal retrieval (Liu
et al., 2023b,a; Zhu et al., 2023; Chen et al., 2023;
Wang et al., 2023; Bai et al., 2023).

However, increasing research suggests that mod-
els can capture real-world distributional bias during
training or even exacerbate the bias during infer-
ence. Vision encoders like CLIP have been shown
to associate specific social groups with certain at-
tributes (Zhao et al., 2021; Bianchi et al., 2023;
Liang et al., 2022; Cheng et al., 2023; Brinkmann
et al., 2023; Cabello et al., 2023). For example, in
CLIP’s feature space, female images are closer to
the word “family” and farther from the word “ca-
reer” whereas male images are placed at a similar
distance from both (Brinkmann et al., 2023). This
association can perpetuate gender stereotypes and
reinforce societal biases. Stereotypical bias also
exists in LLMs (Schramowski et al., 2022; Felkner
etal., 2023). Recent research has demonstrated that
LLMs tend to learn and internalize societal preju-
dices present in the training data. As a result, they



may generate biased or discriminatory language
that reflects and amplifies existing stereotypes.

With the rise of LVLMs, which combine both

vision encoders and LLMs, the degree to which
these models inherit and amplify stereotypical bi-
ases remains unexplored. Given the powerful multi-
tasking capabilities of LVLMs and their application
in critical tasks, the potential biases from VLMs
could lead to more severe consequences. As de-
picted in Figure Al, in career planning, the biased
LVLMs could influence decisions related to job
opportunities, promotions, and professional trajec-
tories, perpetuating existing stereotypes and hin-
dering diversity and inclusivity efforts. Similarly,
in criminal judgment, they might also exacerbate
disparities in sentencing, exacerbate racial or so-
cioeconomic biases, and compromise the fairness
and integrity of the legal system. Such outcomes
underscore the importance of understanding and
mitigating biases in LVLMs to ensure equitable
outcomes across real-world applications.
Our Contributions. In this work, we take
the first step towards studying stereotypical bias
within LVLMs. We formulate three research ques-
tions: (RQ1) How prevalent is stereotypical bias
in LVLMs, and how does it vary across different
LVLMs? (RQ2) What are the underlying reasons
for social bias in LVLMs? (RQ3) How to mitigate
stereotypical bias within LVLMs? Are there any
differences in addressing this bias across vision and
language modalities?

To address these research questions, we intro-
duce a novel measurement framework, ModSCAN, to
SCAN the stereotypical bias within LVLMs from
different Modalities, as shown in Figure A2. We
perform ModSCAN on three popular open-source
LVLMs, namely LLaVA (Liu et al.,, 2023b,a),
MiniGPT-4 (Zhu et al., 2023; Chen et al., 2023),
and CogVLM (Wang et al., 2023). We study the
stereotypical bias by evaluating their vision and lan-
guage modalities with two attributes (gender and
race) across three scenarios (occupation, descriptor,
and persona). Through extensive experiments, we
have three main findings.

* LVLMs exhibit varying degrees of stereotypi-
cal bias. Notably, LLaVA-v1.5 and CogVLM
show the most significant biases, with bias
scores being 7.21% and 16.47% higher than
those of MiniGPT-v2, respectively (RQ1).

* Besides the bias from pre-trained vision en-
coders and language models, we identify an-
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Figure A2: The workflow of our proposed ModSCAN.

other factor: biased datasets also contribute
to biased LVLMs (RQ2). For example, cer-
tain occupations (e.g., nursing) are more fre-
quently associated with specific genders (e.g.,
females).

* The stereotypical bias in LVLMs could be
mitigated by using prompt prefix mechanisms
from either the language or vision input. In
particular, the language input prefix more ef-
fectively addresses the bias of vision modality
tasks and vice versa.

2 Preliminary

In this study, we explore stereotypical bias by fo-
cusing on two key aspects: stereotypical attributes
and stereotypical scenarios. First, we introduce
the definition of stereotypical bias. We then in-
troduce the evaluated stereotypical scenarios and
attributes. Due to space limits, we present related
works in Appendix A.

Definition. We follow previous studies’ definition
of stereotypical bias (Blodgett et al., 2020; Liang
et al., 2022; Malik and Johansson, 2022), which is
“a systematic asymmetry in language choice that
reflects the prejudices or stereotypes of a social
group, such as gender, race, religion, or profes-
sion.” For example, a language model may asso-
ciate certain occupations or descriptors (e.g., per-
son stealing) with a specific gender or race (e.g.,
Black), even there is no logical or factual basis for
doing so (Liang et al., 2022; Kirk et al., 2021; Tan
and Celis, 2019; Bianchi et al., 2023; Smith et al.,
2022; Barikeri et al., 2021).

Stereotypical Attribute. The stereotypical at-
tribute refers to a characteristic of an individual
that has the potential to evoke preconceived no-
tions or generalizations in a given situation. Fol-
lowing previous research (Liang et al., 2022; Wang



et al., 2021; Kay et al., 2015; Bianchi et al., 2023), Occupation

our study focuses on two commonly observed at-  pilot re ghter software developer
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Occupations and descriptors have been revealgedsigered in this work.

by previous works that are likely to be associated

with stereotypes related to gender and race (Bianchi

et al., 2023; Zhou et al., 2022). For example, textbias from both two modalities. Figure A2 provides
to-image models tend to associate faces with darRn overview ofModSCARSpeci cally, the visual
skin and stereotypically Black features with de-modality examines the behavior of the LVLM when
scriptions such as “person stealing” (Bianchi et al.presented with different images based on its under-
2023). Beyond the two typical scenarios, we furstanding of given textual prompts. The language
ther extend our evaluation to persona traits, sincgodality examines the LVLM's behavior when ex-
they represent the social identity that an individosed to different demographic text prompts and
ual projects to create a speci ¢ impression on othis entirely dependent on its ability to understand a
ers. (Cheng et al., 2023) shows that humans an@iven image.

LLMs tend to employ different stereotypical per- - )

sona traits when generating personas of differen:%'l Vision Modality

social groups, re ecting the feasibility of personasTo investigate the stereotypical bias from vision
as a scenario for analyzing the impact of steregnodality, given a text prompt depicting a speci c
types in LVLMs. We adopt ten occupations and tenscenario (one of occupation, descriptor, or persona
descriptors from (Bianchi et al., 2023). Regardingtrait), we elicit the model's response by presenting
persona traits, we include six hobby traits (e.g., Arthem with images containing pairs of individual
Lover) and four lifestyle traits (e.g., Slob) sourcedfaces belonging to different social groups. Fig-
from the game “The Simsl,"as well as four wealth ure A3a provides an illustration for querying the
traits (e.g., Luxury Villa) inspired by (Bianchi et al., LVLMs to choose the human face for a given oc-
2023). The detailed de nitions of these 14 per-cupation. Here, individual faces are paired with
sona traits are summarized in Table A3. In generafifferent genders (male vs. female) or different
given that three scenarios are susceptible to stere@ces (e.g., Black vs. White). In this setting, face
typical bias in real-world contexts, such bias mayinformation for different social groups in terms of

also appear in content produced by LVLMs. gender and race is encoded by a vision encoder,
which can re ect the stereotypical biases present
3 ModSCAN in the vision modality of LVLMs. Next, we detall

" _ L . how to construct LVLM's inputs and how to parse
The critical design of LVLMs lies in their incorpo- . responses.

ration of both the vision modality and I""mg'u""gelnput Construction. In constructing vision in-

modality. In contrast to previous studies thatputs for gender-related selection, we pair two facial

have eleamlned Oﬁyd?(?Ar&Odallry’ WE 'n;r%ducelmages with the same age and race but differing
a novel irameworivio Ao explore the behav- genders, thereby re ecting gender-related stereo-

ioral patterns of LVLMSs regarding stereotypical typical bias from the model's choices. Similarly,
Ihttps://sims.fandom.com/wiki/Trait_(The_Sims for race-related selection, we pair two facial images
4). - with the same age and gender but differing races to
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Figure A3: An illustration for probing stereotypical bias in LVLMs from different modalities (vision and language)
by considering three scenarios (occupation, descriptor, and persona) and two attributes (gender and race).

re ect race-related stereotypical bias. ased, as the model is simply making an appropriate
Regarding the text prompt, inspired by the forchoice based on the image.
mulation used in (Chen et al., 2023), we formulate |n contrast, persona traits allow us to obtain im-
our text prompt as “Tell me the spatial location of ages (mostly newly generated) strongly related to
the[ATTRIBUTE].” The term[ATTRIBUTE] canre- the trait without conveying any gender or race in-
fer to pronouns denoting occupations, descriptorg§ermation. In this case, the model's response to
and persona traits listed in Table Al. gender or race prompts can reveal inherent social
Output Parsing. As depicted in Figure A3a, Fig- biases within the LVLMs. Therefore, we conduct
ure A3c, and Figure A3b, due to different strate-our study on the stereotypical scenario of persona
gies, the LVLMs have a variety of output formats,traits only. Speci cally, given an image depict-
including direct answers (LLaVA-v1.5) and bound-ing a persona trait, we prompt LVLM with a text
ing boxes (MiniGPT-v2 and CogVLM). Here, we containing demographic word choices represent-
adopt different methods to process these differerihg different social groups. Figure A3d illustrates
output formats. Regarding LLaVA-v1.5, we em-this process. We then explain how to construct per-
ploy Regular Expression (RE)to extract spatial sona trait inputs to evaluate the stereotypical bias
position words, i.e., “left” or “right,” from the re- in LVLMs' language modality and how to analyze
sponse. For MiniGPT-v2 and CogVLM, each set oftheir responses.
four numbers in their responses denotes abounding]put Construction. The persona traits cover

box that we could get “left” or “right.” For details jnqividuals' preferences (hobbies), living habits
about howito parse the bounding box, please ref@ﬁifestyle), and possessions (wealth). To obtain
to Appendix B. their associated visual images, we utilize the text-
to-image model Stable Diffusion (SD) (Rombach
et al., 2022) to generate images corresponding to
We now present how to investigate the stereotypieach trait. For instance, we prompt the SD with
cal bias of LVLMs in their language modality. In «p piece of art painting" to generate images for
this modality, we focus only on persona traits. Wethe trait “art lover.” All the prompts for SD are
exclude occupations and descriptors because theibnstructed based on each persona trait's de ni-

corresponding images often contain explicit gention (see Table A3). We illustrate some generated
der or race information. For instance, occupationsmages for persona traits in Figure A6.

‘!|ke “re ther” %nd ‘nurse” and descriptors like £ the text prompts for LVLMs, each prompt
attractive” and “emotional” directly describe indi- is tailored for a speci ¢ persona trait, allowing the

viduals, and their images inherently convey racq,,,qe|s to select from terms representing different
or gender details. Consequently, _LVLM responseg;ig| groups. As shown in Figure A3d, when pre-
to these images cannot be considered socially bé'enting an image related to the trait “art lover,” we

’A  python library, https://docs.python.org/3/ pr_ompt_ th_e m_OdeI with “The person who paints
library/re.html . this painting is[SociAL TERMS].” Here, [So-

3.2 Language Modality



(a) LLaVA-v1.5 (b) MiniGPT-v2 (c) CogVLM

Figure A4: In vision modality, the percentage of different gender groups for different occupations in the outputs of
three LVLMs. Theblack horizontal lines represent the percentage of each occupation from the U.S. Bureau of
Labor Statistics 2023 data (USL, 2023). We introduce statistics to test whether models exacerbate real-world bias.

CIAL TERMS] represents a random order of social5  Experimental Results
group terms. For genddiSociAL TERMS] could
be Shuf e(male, female), with the function Shu
e( -) used to randomize the order of social groupt
terms. Similarly, for racg,SocIAL TERMS] could

be Shuf e(White, Black, Asian, Indian). A_sum— 5.1 Evaluation on Vision Modality
mary of the text prompts for all persona traits and
stereotypical attributes is provided in Table A4. We now present the stereotypical biases associated
Output Parsing.  Figure A3d illustrates that vv_ith the_ vision modality. Our focus is on two so-
LVLMs either provide a direct response corre-Cial attributes: gender and race, across three po-
sponding to the chosen term for a particular SOt_entlally biased s_cenarlos_: occupation, descrlptor,
cial group or complete the input sentence. For thénd persona trait. Speci cally, when evaluating
completed input sentence, we employ the Regulaﬁhe gender—r_elated ste?reotyplcal bias among differ-
Expression to extract the generated word(s) relate@Nt 0ccupations, we introduce real-world gender
to social groups. Then, we classify these word(s§listribution data from the U.S. Bureau of Labor
into speci ¢ gender or race categories accordingly>tatistics 2023 data (USL, 2023). We aim to ana-

3 In this section, we conduct a series of experiments
o study the bias in current LVLMs, i.e., to answer

(see Appendix C). lyze whether .the current. LVLMs capture, inherit,
or even amplify gender imbalances (stereotypes)
4 Experimental Setup by comparing them with real-world statistical data.

Stereotypical Bias of Gender. Figure A4 de-
Evaluated Models. We adopt three popular picts the gender distribution for various occupa-
open-source LVLMs: LLaVA-vl.5 (Liu et al., tions. Results of descriptors and persona traits
2023a), MiniGPT-v2 (Chen et al., 2023), andare presented in Figure A12 and Figure A13. We
CogVLM (Wang et al., 2023). For the pre-trained notice that, for most occupations, the gender per-
LLMs, LLaVA-v1.5 and CogVLM utilize Vicuna centage deviates from 0.5, indicating that LVLMs
(7B) (Vic, 2023), while MiniGPT-v2 employs demonstrate gender stereotypes in their perceptions
LLaMA2-chat (7B) (Touvron et al., 2023). Addi- of occupations. Notably, for approximately 90%
tionally, the vision encoders utilized for these mod-of the 10 analyzed occupations (except therapist),
els include CLIP-VIT-L (Radford et al., 2021) for model outputs align with real-world gender biases,
LLaVA-v1.5, EVA (Fang et al., 2023) for MiniGPT- indicating LVLMs' ability to re ect stereotypical
v2, and EVA-CLIP (Sun et al., 2023) for CogVLM. biases to some extent. Moreover, for certain oc-
Datasets. We utilize UTKFace (Zhang et al., cupations (e.g., nurse), the degree of stereotypical
2017) and images generated by SD-v2.1 (Rombachias in model response exceeds actual statistics,
et al., 2022) to measure stereotypical biases in thepotentially exacerbating stereotypes. Then, for de-
vision and language modalities, respectively. Descriptors and persona traits, we also observe that
tails of the datasets are elaborated in Appendix Dmost of them showed asymmetric gender distribu-



tion. Given the widespread use of these models,
this could signi cantly perpetuate stereotypical bi-
ases associating gender and speci ¢ scenarios in
reality.

Furthermore, to show how similar the outputs
of these LVLMs are, we calculate the similarity
of the outputs of each model. The similarity is
measured by the percentage of identical parsed
outputs from each of the two models. As shown
in Table A7a, MiniGPT-v2 and CogVLM have the
highest similarity. The reason may be that both
have visual grounding capabilities (i.e., bounding
boxes aforementioned), while LLaVA-v1.5 does
not (Liu et al., 2023a; Chen et al., 2023; Wang
etal., 2023). (c) CogVLM
SterGOtyp'Cal Bias of Race. TQ measure rgce— Figure A5: In vision modality, the percentage of differ-
related bias through face selection, we examine alint race groups for occupation re ghter in the outputs
possible combinations of two faces belonging toof three LVLMs. The value atRace 1Race 2 indi-
different social groups, such as White and Blackeates the probability of Race 1 being selected as the
Asian and White, etc. We present the results in Fig+e ghter when compared with Race 2.
ure A5. Here, we present the results for the re-
ghter occupation on three LVLMs. More results
can be found in Appendix E. Notably, when com-
paring any two races, we observe a clear bias tdo further quantify the extent of stereotypical bias
ward occupations, descriptors, and persona trait# different LVLMs, we introduce a new metric,
For instance, in Figure A5a, a value of 0.8 athamelybias score First, given stereotypical at-

Black Asian indicates that LLaVA-v1.5is 80% tribute A, we de ne the list of targeted social
likely to assign Black individuals as re ghters groups as below:
compared to Asians. This nding highlights the
signi cant bias in LVLMs' decision-making pro- .
cesses, such as recruitment, posing a substantial , erhite;r ggfkfigzmndiam Ifi]ﬁA gf:cc;er
risk to the interests of various racial groups. (1)

Furthermore, regarding the similarity of model  For each stereotypical scenaBothere exists a
outputs (reported in Table A7a), LLaVA-v1.5 and corresponding list of instances denoted_as(e.g.,
CogVLM exhibit higher similarity, likely due to 10 occupations, 10 descriptors, and 14 traits). To
their shared LLM architecture. For both gendersimplify notation, we represent theth element in
and race evaluations, LLaVA-v1.5 and MiniGPT-|_, andL g asL ax andL g, respectively. Follow-
v2 demonstrate the lowest similarity, possibly steming the de nition of stereotypical association for
ming from inconsistencies in their LLMs and visual |anguage models (Liang et al., 2022), we formulate
grounding capabilities. our bias score for LVLMs as below:

(a) LLaVA-v1.5 (b) MiniGPT-v2

5.3 Stereotypical Bias Score

5.2 Evaluation on Language Modality

We now present the evaluation results of language YRps Yo tAESE 1.
modality. Note that we exclusively focus on one ™*  ¥Q,s% D 1/:LA1/21/;L31/szi;j 1/;LA1/2ﬂ'
scenario, i.e., persona trait. We nd that, in lan- &)

guage modality, current LVLMs also exhibit severe Here,%2 Ydenotes the computation of the num-
stereotypical bias when choosing different sociaber of elements¥Qs.p ¥%2and¥Rs.a Y2represent
groups. For instance, when choosing the face cothe counts of queries and non-N/A responses for
responding to the persona trait “loves outdoorsthe attributeA and scenari®, respectively. Mean-
LLaVA-v1.5 and CogVLM always (100%) choose while, p;; signi es the probability of selecting so-
the male face. Due to space limitation, we showcial grouplL a;; for scenario instances;; . The bias
detailed results in Appendix F. scoreSyias, ranging from 0 to 0.5, quanti es the



LLaVA-v1.5 MiniGPT-v2 CogVLM Ensemble

Attribute  Modality  Scenario

N/A Filtered - N/A Filtered - N/A Filtered - N/A Filtered

Occupation 0.3260  0.3260  0.3571  0.3571 0.3784  0.3804 0.4338

Gender VSO Descriptor 02671  0.2690  0.2761  0.2762 0.2785  0.2790 0.3808
Persona 02352  0.2380 0.2556  0.2558 0.1385  0.1390 0.3369

Language Persona  0.1390  0.1390  0.1252  0.24490.2327  0.3031 0.3744
Occupation 0.1147  0.1147  0.1010  0.1011 0.1343  0.1353 0.1915

Race  VISON  pescriptor 0.1431  0.1433 0.0945  0.0946  0.1411  0.1414 0.1799
Persona  0.1269  0.1272  0.0983  0.0984 0.1555  0.1560 0.2160

Language  Persona 0.2769 02776  0.2123 0.2860 0.2115  0.2476 0.3680
Average 0.2037  0.2044  0.1900  0.2143 0.2213  0.2227 0.3102

Table A2: Bias scores for three LVLMs, where the Ensemble represents consensus choices among the models. We
bold the highest score among the three LVLMs. For Ensemble, “-” and “N/A Filtered” share the same results.

asymmetry in LVLMs' selection of different social shows that LLaVA-v1.5 and CogVLM have higher
groups, with higher scores indicating greater bias(7.21% and 16.47% respectively) bias scores than
The above bias scoi®,, is calculated based MiniGPT-v2, showing that their model outputs con-
on the entire outputs of LVLMs, including N/A tain more signi cant stereotypical bias when N/A
responses, which are regarded as non-biased aesponses are kept, possibly due to their shared
swers in our calculation. However, in real-world LLM architecture.
cases, users may only accept available (non-N/A) Besides, we explore how role-playing pre xes
answers. Therefore, we further consider the N/A I-affect the outputs of LVLMs and nd speci ¢ roles
tered bias score that removes N/A responses beforsbuld exacerbate (or mitigate) the stereotypical
computingSpias.- bias. For instance, by adding a prompt pre x
Results. We report the bias score of each LVLM “Act as a racist,” the stereotypical bias score of
for both vision and language modalities in Ta-MiniGPT-v2 could be improved in most cases by
ble A2. First, for vision modality, CogVLM ex- up to 0.0669 on language modality tasks. For more
hibits the strongest stereotypes in gender-relatedetails, please refer to Appendix G.
choices, followed by MiniGPT-v2. Regarding race-Takeaways for RQ1. Current LVLMs exhibit
related choices, both LLaVA-v1.5 and CogVLM sjgni cant stereotypical biases across multiple sce-
demonstrate stronger stereotypical bias compareghrios. Notably, LLaVA-v1.5 and CogVLM stand
to MiniGPT-v2. Overall, CogVLM has the most out as the most biased LVLMs. Furthermore, differ-
stereotypical bias in vision modality. Similarly, ent role-playing interventions yield diverse effects
in language modality, CogVLM exhibits the high- gn stereotypical bias.
est bias scores towards race and gender, consistent
with the results on vision modality. However, theg  \Why LVLMs Are Stereotypically
high N/A rate of MiniGPT-v2 suggests that g5 Biased?
would signi cantly increase (by 12.79%) if N/A
responses are ltered out, indicating the persistencéVLMs consist of two main components: a
of serious stereotypes in the LVLM. pre-trained vision encoder and a LLM. Previous
Additionally, we introduce a new modétnsem- work (Zhao et al., 2021; Bianchi et al., 2023;
ble, which represents a consensus (intersection) dfiang et al., 2022; Cheng et al., 2023; Brinkmann
the responses from all three models. For instancet al., 2023) have highlighted social biases in both
when querying gender-related facial choices, if althe vision encoders and LLMs. For instance,
three models select the same option, it indicate@rinkmann et al., 2023) shows that the ViT mod-
a consensus Interestingly, consensus among thesks tend to associate females more closely with
models leads to more extreme social deviance, sughe word “family” rather than “career,” whereas
gesting a persistent presence of stereotypical biasesales show comparable association with both
across different models for both vision and lanterms. Also, (Cheng et al., 2023) nds that GPT-4
guage modalities. uses different stereotypical words when describing
Overall, the averageS,,s for each LVLM different social groups. In addition, through our ex-



perimental results in Table A8, we observe that, inng data greatly in uences the level of stereotypical
language modality, when feeding the blank whitebiases within LVLMs.

image to LVLMs, though the image does not con-

tain any persona-related information, for most per Mitigation

sona traits, CogVLM and LLaVA-v1.5 still show a

slight preference for speci ¢ genders (+4.00% and 4nguage-Based. To alleviate toxic content in
-6.00%). This indicates that pre-trained Ianguagq:_LMs, many methods can be used, such as adding
models have a stereotypical bias (or default SkeWQrompt pre xes and suf xes, ltering input and
when selecting genders. This default skew coulq)utput information, ne-tuning the model with hu-
contribute to the stereotypical bias in the answers, 4, feedback. etc (Xie et al., 2023: Ouyang et al.
generated by LVLMs when inputting non-blank 5425 sj et al., 2023; Inan et al., 2023). In this
original images. For speci ¢ persona traits, We,yqori e mainly focus on evaluating the effective-
even observe a more severe default skew. For ifgs of adding different prompt pre xes to reduce
stance, when a blank image is input, LLaVA-V1.5,q stereotypical bias of LVLMs (which minimally
has an 81% probability of selecting male for “loves g¢acts LVILMs' performance on other tasks) and
outdoors,” and this probability reaches 100% wheneaye the evaluation of other methods as future
a valid image related to “loves outdoors” is input.,, k. We consider two prompt pre x mechanisms
Overall, we show that 1) there are some defau'hamely self-reminder (SR) (Xie et al., 2023) and

skews in pre-trained models that contribute t0 thgyepiasing (Si et al., 2023), to reduce stereotypical
stereotypical bias of LVLMs to a certain extent andpiss. The details of them are given in Appendix H.

2) introducing non-blank vision contexts further We nd that both mechanisms could reduce

promotes the model's biased generation. . o . .
. . . stereotypical bias in most cases, with Debiasing
Besides the above factors, we investigate an- ) .
. . .performing better. For instance, on CogVLM, the
other potential source: the dataset used to trai o :
. . . R and Debiasing could reduce the bias score for
LVLMs. Previous work has shown that in-the-wild . .
. . . gender in occupations by 0.3274 and 0.3471, re-
image(video)-text data could contain hateful ten: . . L
spectively. The effectiveness of Debiasing may

dencies against certain speci ¢ gender groups %tem from its explicit emphasis on treating cer-

occupations (Jiang etal., 2024). In particular, WSain social attributes equally and avoiding selection

perform a case study on LLaVA-v1.5 and its rain oy o) stereotypes. However, after Itering N/A
ing dataset LCS-558K (Liu et al., 2023b,a), which ypes. . 9
answers and calculating the bias score again, we

contains about 558K image-text pairs. Speci cally, ) . .

o . observe an increase in the bias score. For a more
we focus on gender bias in occupations and OI%I'etailed analysis, please refer to Appendix |
scriptors. First, we use the words in Table A6 to™ ysis, p i PP i
count the occurrences of gender-speci ¢ terms in/ISion-Based. Furthermore, previous work (Gong

the dataset's text. We nd that the dataset containgt &l 2023) shows that LVLMs have the ability for

27 837 instances of words associated with maleQCR and could even execute the instructions in the

and 30,958 instances of words associated with fd0PUt image. Hence, we conduct a case study of
males, suggesting subtle gender differences. FuRitigating stereotypical bias by concatenating the
thermore, we isolate each occupation and count th¥ell-performed Debiasing prompt pre x within the
occurrences of gender-speci ¢ terms in its prompt©Tiginal image input (see Figure A9 for examples).
We then calculate bias scores for each gender terfYe call this method/isDebiasingand report its
(see Table A13). The ndings illustrate stereotypi-Performance in Appendix J.

cal biases present in both the dataset and the model Superisely, VisDebiasing even outperforms
outputs. For instance, occupations like nurse antnguage-based Debiasing for language modal-
housekeeper, as well as descriptors such as attrd®- tasks, suggesting that embedding stereotype-
tive and clean, exhibit a bias favoring females infeducing information into vision and language in-
both the dataset and the model's responses. puts has different effects in different scenarios.
Takeaways for RQ2. In addition to the fac- Takeaways for RQ3. Debiasing and VisDebias-
tors of stereotyped pre-trained models utilized ining prove effective in reducing the bias score, with
Language Models (LVLMs), the training dataseta signi cant variety across different modalities;
itself plays a signi cant role in contributing to their however, the performance experiences a notable
stereotypical biases. The composition of the traindegradation when Itering N/A answers.



8 Conclusion 10 Ethics Statement

The primary goal of this research is to investigate
In this work, we propos&odSCAM framework and mitigate the social bias in LVLMs. We rely
to systematically measure the stereotypical bias igntirely on publicly available or generated data,
LVLMs across both vision and language modalitiesthus our work is not considered human's subject re-
By evaluating three widely deployed LVLMs on search by the Ethical Board Committee. To further
two attributes, i.e., gender and race, in three scedvance related research, we will be committed to

narios, i.e., occupation, descriptor, and persona, Wgaking our code public to ensure its reproducibil-
reveal that existing LVLMs hold signi cant stereo- jty.

typical biases against different social groups. We

nd that popular LVLMs, particularly LLaVA-v1.5 11 Acknowledgments

and CogVLM, exhibit signi cant stereotypical b|-_ This work is partially funded by the European

ases. T_hese _blases likely (_Jrl_gmate from the INEyealth and Digital Executive Agency (HADEA)
herent biases in both the training datasets and t

. : . Within the project “Understanding the individ-
pre-trained models. We also discover that applymgdal host response against Hepatitis D Virus to

speci ¢ promp’F pre xes from. both v_is_ion and lan- develop a personalized approach for the man-
guage modalities can effectively mitigate some of, gement of hepatitis D" (DSolve, grant agree-
these biases. Our ndings underscore the critica ent number 101057917) and the ’BMBF with the

geed icr)]r thte Al ?ommlutr;_lty to trsctognlzedand a.((jj' roject “Reprasentative, synthetische Gesundheits-
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9 Limitations
2023. Vicuna: An Open-Source Chatbot Impressing
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A Large Vision-Language Models .
(LVLMSs) B Bounding Box Parse

An LVLM typically consists of wo main |t R B o ouning box
components, namely a pre-trained LLM (e.g., . ]
P yap (e.g that we could get “left” or “right” from. Specif-

LLaMA (Touvron et al., 2023) or Vicuna (Vic, . . .

2023)) and a vision encoder (e.g., CLIP-VIT (Rad-'ca”y’ MiniGPT-v2 outputs bounding box coor-
’ dinates in the format:$ Xt %$ Yiop %%

ford et al.,, 2021) or EVA-CLIP (Fang et al., . 0 P .

2023)), along with a small vision-language connectrignt %% Yootom % Where each number, ranging

tor (see Figure A7). To build an LVLM, itunder- 3¢ //deepmind.google/technologies/gemini/

goes pre-training on visual instruction-following #introduction/






	Introduction
	Preliminary
	ModSCAN
	Vision Modality
	Language Modality

	Experimental Setup
	Experimental Results
	Evaluation on Vision Modality
	Evaluation on Language Modality
	Stereotypical Bias Score

	Why LVLMs Are Stereotypically Biased?
	Mitigation
	Conclusion
	Limitations
	Ethics Statement
	Acknowledgments
	Large Vision-Language Models (LVLMs)
	Bounding Box Parse
	Social Word(s) Categorization
	Dataset Details
	More Results for Vision Modality Tasks
	Detailed Results for Language Modality Tasks
	Role Play in LVLMs
	Prompt Prefixes for Mitigating Social Bias
	Performance of Language-Based Mitigations
	Performance of Vision-Based Mitigation

